
                           OpenBOX 9.0 Application Vision and Core Technology  White Paper                                                                      1 

 
 
 

OpenBOX 9.0 
Application Vision and Core Technology White Paper 
Version 3.0.0 
 
April 5, 2007 
 
 
 
Author: 
Michael Salinger, 
Director of Enterprise Solutions 

 
 
 
 
 
 
 
 
 
 
 
 
 
 

OpenBOXTechnologies        
 

125 Whipple Street  

Providence, RI 02908  

Phone: (877) 361-6536 



                           OpenBOX 9.0 Application Vision and Core Technology  White Paper                                                                      2 

Table of Contents 

Introduction             3 

Business Overview of OpenBOX          3 

Product Design Goals           3 

OpenBOX Product Architecture          4 

Remapping the Logical           5 

Constructing the Architectural Model         6 

Dividing the Hierarchy           6 

General Architecture           7 

Technical Architecture diagram          8 

OpenBOX Architecture diagram          9 

Metadata as an Enabling Technology       10 

The Actual Metadata Model: An Introduction      10 

Approach for Schema:  Metadata Model       11 

Database Layer Architecture        11 

OpenBOX Data Tier diagram        12 

Service/Logic Architecture         13 

User Interface Architecture         13 

OpenBOX User Tier diagram        14 

Product Customization         15 

Technologies           15 

Distributed Database Systems        15 

Conclusion           16 
 
OpenBOX – The Next Generation of Enterprise Solutions 

 



                           OpenBOX 9.0 Application Vision and Core Technology  White Paper                                                                      3 

1. Introduction 
OpenBOX is a business application to manage the enterprise.  Version 9.0 is a revolutionary revision of the 
OpenBOX platform. OpenBOX is specifically designed to meet the needs of companies wishing to 
implement different custom data management and workflow process solutions across their enterprise. 
 
The goal of this white paper is to outline the current and future vision of OpenBOX, its architecture, and its 
core engines. The core engines compose a metadata-based product building generic mechanisms, which 
would provide a set of tools for product developers to conduct rapid application building and allow 
administrators to easily customize the product to their business domain.  
 
The admin toolbox in turn contains Visual form designer, Database Designer, and mechanisms for building 
domain-specific business objects (for example, Lead, Account, Contact for a Sales Force Automation 
system; Tickets, Support Contracts, and Solutions for a Customer Helpdesk; Assets, Locations, and details 
for an Asset tracking system).   
 
This white paper contains a general architectural overview of the core engines, which include DB Engine, 
Business Objects Engine, Workflow Engine, Business Rules Engine, UI Interface Engine, and 
administrator’s toolbox.   It also outlines the end use of OpenBOX, product design goals, product 
architecture, the security model, enabling technology, reporting, and customization capabilities. 
 
2. Business Overview of OpenBOX 
OpenBOX is a technology based on a business strategy of providing a presentation of a company’s 
disparate data sources and a mapping of a corporate workflow process utilizing pre-defined business rules.  
Its goal is to allow for one centralized application to manage a company’s disparate business process 
needs.   OpenBOX enables companies to build and implement software that meets its established 
business processes, as opposed to forcing a company’s processes to work within a predetermined 
application.  OpenBOX is all about collaborations and interactions between departments, assets, vendors, 
suppliers, processes, and customers. The core goal of OpenBOX, as a technology, is to enable and track 
these interactions in order to learn more about the enterprise.   
 
3. Product Design Goals 
OpenBOX is being designed with several basic design goals: 
 

3.1 Provide low total cost of ownership (TCO). The product must be easy to integrate, allow 
customization, be easy to deploy and upgrade, and be well supported by both Microsoft and the 
independent community of software vendors. 
 
3.2 Provide low-cost product customization. Product customizations are very important in 
enterprise software.  No single, out-of-box solution can meet every customer’s needs, so OpenBOX 
is being designed to make customizations very simple while maintaining a rapid implementation 
process. 
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3.3 Separate, but equal, application and platform tiers. The product architecture incorporates 
multiple tiers, which separate business logic from application rendering logic from data 
management logic.  The product suite is implemented with metadata-driven architecture. This 
model allows customers to extend the underlying database schema easily, without having to 
change any application or platform code. These upgrades will persist through product upgrades and 
future releases because the upgrades, in effect, will be isolated from the platform code, which 
operates on the base entities. The platform itself can perform operations against custom attributes, 
such as reading and writing, by simply looking through the entity instance and the metadata that 
defines that particular class of entities. 
 
3.4 Ease of mix-and-match configurations. The product architecture allows for multiple 
components to be built by OpenBOX Technologies, Independent Software Vendors (ISVs), or the 
end user and installed quickly onto the OpenBOX platform.  Different permutations and 
combinations of business objects, rules, and workflow can be custom built, extracted, and 
distributed to a wide base of users utilizing the OpenBOX platform.   

 
4. OpenBOX Product Architecture 
The core engine supports a physical, seven-tier model. Each tier performs a specific function and acts as a 
supplier to those tiers immediately surrounding it. 
 

4.1 The User Interface and Presentation Tier 
OpenBOX has a browser-independent Web-based presentation component utilizing the latest web 
technologies to provide a rich and practical user interface.  OpenBOX uses the Dynamic HTML 
(DHTML) and AJAX capabilities of Internet Explorer, Mozilla Firefox, and other browsers to place as 
much processing as possible on the client machine, thus freeing up expensive server resources 
and helping OpenBOX better scale to fit business demands. The presentation tier generates the 
majority of the client-side code and delivers it for processing to the browser. OpenBOX makes 
extensive use of browser behaviors and client-side AJAX and JavaScript to reduce the overall load 
and network traffic and provide a rich, real-time experience to an environment that is actually 
stateless.   
 
4.2 Application Tier 
The browser client uses Microsoft ASP.NET application components within an application 
framework.  There is little business logic within the application tier. The majority of the application 
logic revolves around rendering and data validation. The application layer only adds a small amount 
of customized business logic.  The application tier use XML messages to communicate with the 
underlying layer(s). 

 
4.3 Security Tier 
The security tier manages all access rights and permissions to the underlying layers.  All security is 
role-based, and integration with Active Directory, LDAP, and Forms Authentication is utilized.  
Security is granular based on Business Object, Workflow action, Business Rule, form and field, and 
function.  Roles may be combined utilizing the standard Microsoft security model of Allow, Revoke, 
and Deny.  Integration with a corporate Active Directory allows OpenBOX to be part of a single 
sign-on environment.  The ability to utilize the OpenBOX Forms Authentication allows enterprises  
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who have not implemented Active Directory to utilize the same Security model with database-driven 
user accounts.   

 
 

4.4 Service Tier 
The service tier is responsible for components of functionality that can be expanded upon and 
augmented.  The service tier contains file attachment and document management capabilities, the 
retrieval and display of forms specific to objects and business logic, a desktop dashboard 
component, integration with third-party applications such as Microsoft Office® applications, or any 
other third-party component created by ISVs, the end-user, or OpenBOX Technologies that utilize 
the OpenBOX API.   
 
4.5 Business Logic Tier 
Managing data record lifecycle is critical in many business applications.  The business logic tier 
contains the engines for developing custom business logic around domain-specific business 
objects.  Workflow and business rules can be designed and defined. Queries and reports can be 
generated from domain objects. Also, other third-party tools can be utilized to supply logic to the 
enterprise objects.  The goal of the business logic tier is to implement the service specific rules by 
manipulating and combining the underlying domain business objects.  The layer is responsible for 
raising events for workflow processes and custom business logic implementations.   
 
4.6 Business Object Tier 
The business object tier is responsible for creating problem domain-specific objects. These include 
in the OpenBOX space such user-definable things as Accounts, Leads, Opportunities, Inventory, 
Contacts, Tickets, Campaigns, Solutions, Assets, Projects, Work Orders, RMAs, Orders, Tasks, or 
any other such objects as deemed necessary.  This layer contains the building blocks for an 
application, but by itself is nothing more than a collection of related objects.  The Business Object 
tier is responsible for mapping the business objects to various data stores within the enterprise.  For 
example, an account object may consist of account data from the company’s CRM system, balance 
information from the company’s financial system, and order information from the company’s ERP 
system.   The OpenBOX business object is defined to be composed from all of these data sources.  
 
4.7 Database Engine 
The data tier is the lowest level and consists of a database(s) and a well-defined data access layer. 
The data management tier with OpenBOX will initially support Microsoft SQL Server and Oracle in 
version 9.0.  Other database management systems such as DB2, Sybase, and MySQL will be 
supported in future releases or become available as add-on components.  The data access 
abstracts platform business logic from the underlying data source. In fact, the OpenBOX Data Layer 
is being designed as a complete distributed database solution, allowing for OpenBOX to be layered 
over multiple databases at any point in a corporate network and even access data stores over the 
Internet via Web Services.   

 
5.0 Re-mapping the Logical 
As stated earlier, it’s possible to identify up to seven unique layers within the general product architecture.  
These layers are strictly logical and in any reasonably-performing business  
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application need to be combined to achieve optimal performance characteristics. This raises an interesting 
problem: How can the logical architecture be re-factored to meet these physical demands?  The first part of 
the solution might seem somewhat counterintuitive—as in pushing the layers back together. Access paths 
from layer to layer now need to be minimized. The architecture presented earlier covers each possible 
layer in the model, but does not require implementing each logical layer as a discrete physical layer. One of 
the initial constraints that will be placed on the design is that of speed; can a "guarantee" be made that the 
system will perform well enough to deploy for the number of users expected within the target market 
segment? 
 
6.0 Constructing the Architectural Model 
There's a natural separation between the application layer and the service layers; one that can be the initial 
architectural division. It's quite natural to do so because it's simple to host the different components on 
different servers and each of those layers really encapsulates all the information necessary to provide a 
complete service. The application layer executes all of the application logic including rendering, custom 
business logic, and data validation. The business logic layer holds all the application-specific logic 
knowledge.  It is safe to assume that there is more separation between the domain logic in the service 
layer and the underlying storage mechanism.  
 
OpenBOX internally uses an object-based data management layer to shield the platform code from the 
data access code.  This object-based data management construct has been exposed to the application 
developer through the services of a DB Engine and the use of XML Query documents so that the details of 
individual Database Management Systems (SQL Server, DB2, etc.) will be shielded from the administrator 
or application developer.   
 
7.0 Dividing the Hierarchy 
The overall view of the architecture changes the closer you get to it. Picture those little wooden dolls; the 
ones that are nested inside one another. The system's architecture resembles that structure.  In the 
OpenBOX product, the business object tier contains several higher-level objects, each of which contains 
multiple lower-level objects.  Below are some examples of allowing one application to contain multiple 
higher-level objects, each containing lower-level objects that interact with each other.  The examples below 
are just a few of the applications that OpenBOX offers for a corporate enterprise.   
 

7.1 Sales Force Automation provides sales professionals with access to critical customer 
information and tools that enhance the sales force’s ability to sell effectively as well as manage time 
efficiently.  Sales force automation tools include contact management, calendaring functions, 
forecasting tools, and configuration models. Sales force automation encompasses: 
• Opportunity and sales lead management—getting and controlling leads and opportunities 
• Contact management—tracking and managing the customer’s personal information 
• Account management—tracking and managing the customer's business information 
• Sales processes—taking a sales lead, helping to turn it into an opportunity, generating a quote, 
and helping to move it to a closed sale 
• Competitor and referral libraries—tracking lead sources and who competes for the customer 
• Sales force management—managing sales quotas and commissions 
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• Quote generation - helping to make it easier for the customer to get the right price, fast. 
• Document Management – Allowing end-users to store and share documents, either in a public or 
private environment.   
 
7.2 Marketing functionality gives marketing departments the ability to send personalized letters or 
emails and to import lead lists. Closed-loop lead management is one of the most important 
functions of marketing automation. It relies on integration with the OpenBOX data repository and 
related applications. Marketing tools include: 
• Direct marketing—integration with broadcast fax, e-mail, voice, direct mail, and telemarketing to 
get the message out and help generate leads 
• Campaign tracking—functions to help track which campaigns are creating leads 
• Trigger Marketing—Utilize query capabilities and business rules to launch campaigns based on 
previous results (e.g. send a Voice call to all customers who clicked through a particular link on an 
email campaign.)   
 
7.3 Customer Service and Support helps make it possible for businesses to address customer 
questions, problems, or issues effectively and efficiently. While customer satisfaction is the primary 
goal, many organizations seek to increase revenues while providing customer service through 
"cross-selling," using: 
• A knowledge base that helps customers to find answers to their questions 
• Product literature and document management that provides customers with information 
• Customer care that manages both pre- and post-sales customer interactions 
• RMA that helps the customer get the right product at the right time, and fixes problems quickly. 
 

8.0 General Architecture 
Now that we’ve discussed the logical layers that can be used to implement the OpenBOX product along 
with how to put several of those layers together to create a performing product, let’s discuss how 
OpenBOX is being implemented and how it uses those different layers. 
 

8.1 Functional architecture 
 
The functional perspective of the product is represented with a three-layer architecture. The user 
front end has wired, wireless, and mobile clients. The middle layer is made up of the application 
server, Custom Business Solutions, and the DB Engine. The DBMS such as Oracle, DB2, Microsoft 
SQL Server, and Sybase, forms the backend data base layer. 



                           OpenBOX 9.0 Application Vision and Core Technology  White Paper                                                                      8 

 
 

 
 
8.2 Technical Architecture 
In general, there are seven physical layers within the OpenBOX architectural "stack”: presentation, 
application, security, service, business logic, business objects, and data management. 
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For discussion purposes of this architecture paper, we’ll combine the data management and data 
store layers into a single tier; although they are physically separated by virtue of existing in separate 
process spaces. OpenBOX relies on several external components to perform additional processing. 
Microsoft Exchange Server or any SMTP/POP3 server is used for sending and receiving e-mail 
messages. Microsoft Active Directory® service is used, but not required, for identifying security 
principals, roles, and groups within the product. OpenBOX does not use Active Directory for storage 
of any business data. The data storage mechanism is in the RDBMS system.  Before discussing the 
layers in detail, it will be useful to discuss the overall object model within the product architecture. 
These structures form the basis for all object access by way of the platform API set. 
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9.0 Metadata as an Enabling Technology 
OpenBOX is a metadata-driven product, meaning that the vast majority of its work is focused on 
abstracting itself away from the implementation details that so often cause problems with upgrades and 
extensibility. The metadata layer, in essence, abstracts the underlying data storage details such as schema 
and data access, from the higher-level constructs of domain logic implementation and user interface. The 
word "metadata" literally means descriptive information about the elements of a set of data. Think of 
metadata as a description of the underlying data structures, one that controls how the application - platform 
and user interface - operates and displays itself. 
 
The platform code uses the metadata to protect itself from changes to the underlying database structures.  
Should a table definition change, for example, when adding or removing columns, the platform code will 
continue to operate without any performance or degradation.  There are limitations to the level of protection 
that a metadata layer can afford any platform that implements business logic.  Should key relationships, 
those that the platform expects to be present, be modified in a significant way, the platform cannot be 
expected to perform in the expected way. However, other relationships, which are synthesized by the 
platform in order to construct full entity definitions, may change over time without adversely affecting the 
platform code.  Using metadata driven technology allows OpenBOX to be significantly altered to meet a 
particular business or vertical definition and still operate without interruption. This capability creates a world 
in which companies that specialize in creating vertical solutions on top of OpenBOX can expect that their 
investments in additional domain logic will be carried forward through upgrades and into additional 
modules. 
 
The OpenBOX platform isn’t the only consumer of the metadata. The application layer uses the rules 
inherent in the metadata to present the exact user experience offered by vertical solutions and 
customizations. These rules include attribute type definitions, entity definitions, and attribute context rules.  
Attribute type definitions describe the underlying type structure of a given attribute, including the 
fundamental data type information (for example, string, integer, date) and attributes that effectively limit the 
attribute’s type definition (such as its size and range values).  Attribute context rules describe when and 
how a given attribute can be used. For example, some attributes are write-once, such as order numbers. 
Once created, these attributes shouldn’t be changed because doing so would cause ripple effects 
throughout the business data. Other attributes are always read-only and supplied by the platform itself. The 
metadata captures all these rules about context, but also captures business-defined rules, such as 
"business recommended" and "business required" attributes. The forms engine can use this information to 
render the proper user interface and do so in such a way that application code itself doesn’t need to 
change. 
 
10. The Actual Metadata Model: An Introduction 
This section first presents a quick introduction to the actual metadata model for those wishing additional 
technical information. The discussion in the remainder of this section is more technical than the rest of this 
paper and is intended for those individuals who wish to see more detail. This model is used throughout the 
OpenBOX product and captures descriptive information about all of the entities, attributes, and 
relationships that exist in the product.  The core of the metadata model is the Object.  When the platform is 
performing an operation  
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against a particular object class, it uses the metadata to discover the preferred behavior of that entity.  For 
example, upon creating a new object, the platform will query the metadata to determine if any interested 
parties have registered event handlers for the "create" event. There are two types of handlers; workflow 
processes and custom business logic implementations.  Although Microsoft SQL Server supplies a large 
amount of metadata, that information is limited to a representation of the physical database model. 
OpenBOX needs a large amount of logical information to control how the database is used, not simply what 
is present in the database. If SQL Server had a mechanism to allow for user-defined annotations on tables, 
columns, and relationships, it might be possible to use more of the built-in metadata; however, there are 
other structures in the metabase that have no corresponding constructs within SQL Server. These 
concepts still need to be managed separately from the SQL Server store.  The OpenBOX platform, along 
with the associated metadata, provides a simple mechanism to build applications using the platform. For 
instance, a complete hypertext-based object navigation system could be constructed using only the 
metadata and the entity rendering definitions. This hypothetical application could, for instance, provide a 
feature whereby it would be possible to locate an arbitrary starting point, say a particular contact, and 
browse everything related to that contact, such as orders placed, opportunities closed, and activities in 
which the contact has participated. Along the way, it would be possible to "branch off" the main navigation 
path—from activities, for example—to view other parties of that activity. Those parties could be other 
contacts, from which the navigation might start again. 
 
11. Approach for Schema: Metadata Model 
The approach adopted for schema uses a metadata-driven model and "hides" the physical model from the 
application and platform developers. The appeal here is that each developer has an opportunity to think 
about the problem and customize the object definition to meet the need. OpenBOX uses this approach for 
exposing product extensibility. This model also brings other benefits to the overall application environment, 
benefits that will be discussed in further detail later in this document. 
 
12. Database Layer Architecture 
The OpenBOX application is designed in such a way as to allow for database abstraction to the end-user 
and application developer.  Multiple distributed data sources are grouped together in logical Business 
Objects, and those Business Objects are exposed to the developer and end user as the entities of the 
application.  Upper layers, such as the Forms layer and UI layer access the business objects, and the 
business object layer makes a determination on the query that needs to be run.  An XML Query document 
is created and passed down to the Data Broker. 
 
The Data Broker’s job is to parse the XML Query document and create multiple query documents, one for 
each database.  The Query document is sent to individual Data Providers for each RDBMS platform 
utilized.   
 
The Data Providers parse the XML Query document received from the Data Broker and generate the SQL 
statement that is required for the unique RDBMS.    The Data Broker monitors each Data Provider to 
ensure timely delivery of the data and transaction management.  Upon completion of each query, each 
Data Provider generates an XML result set and passes it back to the DataBroker.  The Data Broker takes 
each result set, and performs necessary joins to allow for data to be joined across data sources.  The Data 
Broker assembles a consolidated and joined XML result set, and passes it back to the Business Object 
Layer.   
 
Upon receipt, the Business Object Layer segments the result set into the appropriate business objects, and 
presents them back to the upper tiers.   
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The connections to the databases and the schema of the individual tables in each Data Source as well as 
the Business Object groupings are all stored in the MetaData store.   
 
This distributed, multi-tiered data layer allows for scalability.  Should the application need to be expanded 
to include new Data Sources (such as Informix, MySQL, or even Web Services), only a new Data Provider 
will need to be constructed.   
 
 

OpenBOX – Data Tier 
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13. Service / Logic Architecture 
 
The Service / Logic Architecture sits in between the User Tier and the Data Tier.  This tier, also residing in 
the MetaData store, defines the behavior of the application and allows for common events to fire off 
automated tasks.  The Service Tier is composed of Data Access, Workflow, Business Rules, and Custom 
Application Integration. 
 
Data Access is the component of the service tier that allows the user to access the lower-level data layer.  
Queries can be generated against business objects to create, update, delete, or view record sets from the 
Business Objects engine.   
 
Workflow defines the lifecycle of data.  A data point can be branched off into different paths, where certain 
information is required and certain events must occur.  The workflow engine allows for the designing of 
paths for the data to take.  Approvals, passing of assignment, order fulfillment, manufacturing workflow, 
and marketing campaign lifecycles are just a few examples of how workflow interacts with a record set.   
 
Business rules are events that are triggered off of data conditions, form events, or database transaction 
events.  Rules fire when specified conditions are met, or a specified time has elapsed.  The rules engine 
includes a number of default task types that can be created, including notifications, escalations, data 
manipulation, web service interaction, and scripting.  The API for creating tasks is exposed to the 
developer; so any ISV or corporate programmer can extend the functionality of the OpenBOX architecture 
by creating and distributing new and improved business rules tasks.   
 
Custom Application Integration allows for the Service tier to be integrated with non-OpenBOX software 
products, such as Microsoft Office.  Components can be written using the service tier to pass data from 
OpenBOX to programs such as Office (i.e. Word Merge), Outlook, or non-RDBMS applications such as 
QuickBooks utilizing the OpenBOX Service Tier API.  These components can be distributed and easily 
added to an existing instance of OpenBOX.   
 
 
14. User Interface Architecture 
 
The user interface components of OpenBOX utilize a forms processing module. This module is responsible 
for form layout and presentation, validation and formatting, data transfer, and execution of Workflow and 
Business Rules. To the independent software vendor and developer, this component provides the means 
to customize the user interface areas of the product once and have those same customizations 
automatically be available on client interface thereafter.  These are static definitions that can be built during 
product customization and then installed during the "deployment" product development phase.  The thin 
client application layer uses an extensive caching mechanism to keep these entity-specific transforms in 
memory, providing far better response times than loading the form metadata on demand could otherwise 
produce.  All form-based information is dynamic and stored in the MetaData Store.   
 
The User Interface uses the Desktop/Dashboard concept.  The system combines the elements of a 
standard desktop environment with Data-based web Dashboards, combining them into and intuitive user 
interface that maximizes the amount of information available to the user.   
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The OpenBOX Web client uses ASP.Net to serve the user interface to a web browser.  The application 
framework has been specifically tuned to support high numbers of users, but without the hassle of installing 
a client on every user’s machine.  OpenBOX also utilizes AJAX (Asynchronous JavaScript and XML) as a 
means of creating a user environment contained within the browser window, avoiding all the normal pitfalls 
of web applications (popup blocker and Firewall issues) and providing real-time data to the user without 
screen refreshes.  The UI can also be utilized to post UI elements to a web portal application for 
customers, vendors, and others who need limited access to the data without the core OpenBOX toolset 
functionality.   
 
The UI can also be re-skinned, an important tool for the Independent Software Vendor and the Corporate 
Enterprise.  With the ability to modify the placement and interaction of distinctive UI elements, the 
functionality can be maintained while providing different user experiences based around corporate culture 
or ISV requirements.  Future releases will also allow users to choose individual skins.   

OpenBOX – User Tier
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15. Product Customization 
OpenBOX is a product that can be customized to a high degree. Depending on viewpoint or customization 
goals, there are several touch points that might be of interest.  For purchasers of OpenBOX, the typical 
product customizations will revolve around creating a customized database schema with the schema 
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manager, surfacing those changes in the application with the forms editor, creating custom business 
processes with the business rule engine/workflow editor, and integrating with third-party financial and 
manufacturing systems. For system integrators (value-added resellers, value-added partners, solution 
developers, and independent software vendors) who are looking to create vertical solutions within 
OpenBOX, the focus also will be on creating pre-packaged custom versions of the application. 
 
16. Technologies 
OpenBOX hosts a variety of technologies besides the metadata modeling. Full .NET compatibility ensures 
product extensibility to current technologies and hence, longevity. Also notable are the Business Rule 
engine and the Workflow engine. Together they provide a great deal of rapid customization of the product 
when the domain rules are changing rapidly with respect to some business processes. The architecture of 
these engines would conform to the generic industry standards while at the same time having a small run 
time foot print. 
 
 
17.  Distributed Database Systems 
OpenBOX is being designed in such a way as to allow for the layering of OpenBOX as an application and 
presentation layer over many disparate databases within a corporate enterprise, both within the corporate 
network and outside the network via Web Services.  The initial release of OpenBOX will provide for SQL 
Server and Oracle Support.  The next major release of OpenBOX will encompass true distributed 
databases, adding DB2, MySQL, and Sybase, as well as support for data access via Web Services.  This 
will allow for one application to be built that encompasses a company’s entire enterprise without any 
backend integration (via triggers, services, etc.) and without designing any new databases.  The Database 
Layer will also be able to access Data Stores that are not located on the corporate intranet via web 
services that will act as conduits for XML streams to present the data in one application.   
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18. Conclusion 
OpenBOX is a.NET connected business application. As such, OpenBOX makes use of all the concepts 
normally associated with Microsoft .NET applications: Web service interfaces, Microsoft .NET Framework, 
multiple abstracted tiers, and the Microsoft server products.  OpenBOX lends itself well to customizations 
and extensions by exposing the core business logic as XML Web services.  OpenBOX is highly 
customizable in terms of database and user interface extensions. During the development process, 
security was a primary concern—apparent in the way that the independent layers interact with each other. 
The product can be easily upgraded, and customizations can be moved from site to site.  OpenBOX 9.0 will 
be suitable for creating applications for small and medium-sized business by OpenBOX Technologies to 
encompass its current business suite (Sales Force Automation, Customer HelpDesk, Configuration and 
Asset Management, Project Management, Marketing Campaign Management, and Order Process 
Management with e-Commerce), custom-built applications for the Enterprise, a wide variety of add-ons 
created by VARs, and third-party party business applications created by ISVs.   
 


